CPSC 331 Fall 2004
Assignment 5: Hash Tables

Due: Dec 9th, 2004, 4:00PM 

Introduction 

The purpose of this assignment is to become familiar with hash tables. A hash table uses a hash function to map keys to table addresses. If the keys are character string identifiers, then there are a very large number of possible keys, much greater than the size of a hash table. The hash function maps the large number of possible strings into table addresses. A good hash function spreads out the entries in the table, avoiding collision (keys mapping to the same table address) as much as possible. When the entries are spread out, the hash function can be used to quickly enter and find keys in the table, in about O(1) time. 

Program 

Write a Java program that implements a hashed symbol table. Your resulting hash table must be at least 70% full. Create a hash function that minimizes the size of the hash table and the number of collisions, using external hashing (separate chaining). Your hash table should be implemented as an array of references, each referring to a linked list. Each node of the linked list will contain a string (i.e. a word from the input file) and a reference to the next node. Your program should do the following: 

1. Read in a set of identifiers from a file. A file containing over 10000 English words used by the gnu ispell program will be posted on the course web site. Use this file to test your program. The second smaller data set is also provided. You can use it for debugging. 

2. Enter each of the identifiers into the hash table. 

3. Re-read the set of identifiers from the file, and look up each one in the hash table. 
4. Determine and print the average number of comparisons required to look up a word in the input file. Determine and print the load factor of your resulting hash table. Determine and print the size of the longest chain.
5. The program should be named As5 and called with one parameter: the input file name.  

Questions: 

1. Provide a brief description of your hash function. 

2. Analyze the quality of your hash function based on the statistics reported. In which way could you improve it?
3. Provide a comparison of your hash function with an ideal hash function. 

4. If the input data set would contain numerals (for instance, student IDs) instead of alphabetical characters, how would it influence the performance of your hash function? Would it improve, deteriorate or remain the same? Justify. 
Bonus (optional):
Bonus points will be assigned based on the quality of your hash function. 

Hand in:

1. A printout of a README text file, indicating how to compile and run your program, and if you are doing the bonus part.

2. A printout of the source code.

3. The answers to the above questions.

Staple these together, along with a cover sheet labeled with your name, course number, tutorial number, TA's name, and assignment number.

Submit electronically:

1. The README file.

2. Your source code files.

3. The answers to the above questions, as a text file.

Collaboration 

The assignment must be done individually so everything that you hand in must be your original work, except for the code copied from the text or course directory, or that supplied by your TA. When someone else's code is used like this, you must acknowledge the source explicitly. Copying another student's work will be deemed academic misconduct. Contact your TA if you have problems getting your code to work. 
