The CHI ’09 Paper Review Process – General Discussion
The papers program in many ways represents the heart of the CHI conference – providing the primary outlet for the latest research results in our field.  Central to the quality of that program are our supply of quality submitted papers and the review process which selects them.  One of the major goals of the papers co-chairs and conference leadership this year is to improve the review process for the papers program.  
We are not radically changing the review process – it will take a very familiar form and most aspects of the process will remain the same as the last few years.  However, in order align better with the principles outlined below, and to deal with issues of scale, there will be one major change: moving to area-based sub-committees.  In this model, decisions will be made by sub-committees that are focused on research topic areas – each headed by an area chair and each operating much like the committee of a smaller conference.  Each paper will be assigned to a particular area committee (by the authors, who know the most about the paper and are most motivated to get it right).  As with the current process (but now at a smaller and more manageable scale) area chairs will assign papers to associate chairs from their sub-committee and primary and secondary associate chairs will be responsible for selecting and shepherding a set of expert reviewers for each of their papers.  (Differing from the last few years, we will also be returning to a combined review for papers and notes.  These had been separated mostly for reasons of scale, rather than differing process, but we are now dealing with that in other ways.)
We believe this approach offers some important advantages which will notably improve the overall process. In particular,  papers within an area are more likely to be reviewed by people knowledgeable in that area, which in turn may increase overall submitter satisfaction with the process.  There are also some potential pitfalls with this, especially in howpapers that “fall in the cracks between areas” or push into very new areas are dealt with: we are actively seeking your help in setting up the details of the process to mitigate these.  However, before considering the details we would like to put forward a set of principled goals for what we are trying to achieve, in hopes that discussions about process details can be framed in terms of these. 
Principled Goals
First and foremost, we believe the quality of the review process depends on the quality of individual reviews.  Every paper, good or bad, written by the most senior researcher or the most inexperienced student, deserves good reviews, and getting those good reviews is of primary importance.  We believe this translates into two specific properties for the process.  Achieving these become our highest priority goals:
Expert Reviewers:  Every paper gets thorough reviews by true experts in the subject matter of the paper.  

Area Appropriate Evaluation :  Recognizing that research and evaluation methods are not (and should not be) the same for different types of work, each paper is judged, with high standards, based on the criteria most appropriate to the type of work being done.
In addition to our primary goals, secondary goals include working towards at least the following properties aimed at maintaining quality of the individual reviews:
Minimize Randomness:  Sources of random variance in the process are minimized where possible.

Minimize Bias and Errors:  Sources of bias (including conflicts of interest, the prior reputation of the author(s) and their institutions, biases for or against particular approaches or methods, and others) are minimized where possible.  Within the constraints of very limited time, opportunities are provided for discussion, clarification, and feedback (between authors and reviewers and between reviewers and other reviewers) so that errors of fact, bias, miscalibration, etc. can be caught and corrected
Transparency:  Within the limits of reviewer anonymity, the process is as transparent as possible to authors and reviewers.

Finally, we see at least three properties of the process that are needed for the long term health of the system (with the first of these being most important):

Maintain Interdisciplinary Growth:  The process does not discourage growth of the field through change of direction, research topics, methods, etc. over time.  Similarly the process does not discourage interdisciplinary or cross-cutting work.

Sustainability:  The process is sustainable: the time and effort for each type of role (reviewers, ACs, area chairs, papers chairs, etc.) is not so burdensome that we can’t attract the kind of people needed as volunteers each year.

Iterative Improvement:  The process is iteratively improved over time based on examination of best practice and collection of evidence from past performance.
Discussion
Assuming that there is agreement with the above, we would like to get some input and consensus about the particular areas that we should target this year. Establishing a good set of areas will be critical to both Maintaining Interdisciplinary Growth and Area Appropriate Evaluation.  There are a variety of ways to do this.
a. Statistical clusters.  Establish areas based on clusters of past paper submissions (and possibly tests of coverage and understandability based on data from survey of last year’s authors).

b. Areas reflecting sub-disciplines of CHI: e.g., a UIST-like area, a CSCW-like area, a DIS-like area, etc. This area subdivision reflects the ‘what’

c. Areas reflecting methodological approaches: e.g., empirical studies, field / ethnographic studies, theory-driven papers, systems, interaction  methods, etc. This area subdivision reflects the ‘how’

Of course, there are constraints to this exercise. Areas need to be established both to roughly balance the number of papers across committees, and to ensure as many identifiable constituencies as possible “have a home”.

