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Figure 1: The Lab Recruits game showing two agents in a maze-like testing environment.

Abstract
Automated testing of 3D games is increasingly important as modern
titles grow in scale, openness, and interaction complexity. Multi-
agent reinforcement learning (MARL) offers parallelized explo-
ration, but collaborative settings introduce partial observability,
non-stationarity, and credit assignment challenges. Building on
active–passive collaborative testing in Lab Recruits, we propose
Decision-Aware Information Sharing (DAIS), a Decision-Improvement
Value-of-Information (VoI) architecture that rewards exploratory
sensing based on its measurable improvement to the active agent’s
decision-making. Preliminary experiments show that DAIS im-
proves coverage relative to the standard active–passive setup, which
itself outperforms a single-agent baseline.

CCS Concepts
• Software and its engineering→ Empirical software valida-
tion; • Computing methodologies→ Reinforcement learning.
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1 Introduction
The video game industry is a multi-billion dollar industry [10].
However, the testing of video games in development is a costly and
time-intensive process that relies heavily on manual exploration
and scripted test cases to identify software defects [11]. While
scripted approaches are effective for validating predefined behav-
iors, many bugs in modern games emerge only after getting to
hard-to-reach states that require sequences of interdependent ac-
tions over extended gameplay trajectories [3]. As games increas-
ingly adopt open-ended mechanics and complex 3D environments,
automated testing methods are becoming essential for efficiently
exploring large state spaces and uncovering latent defects.

Within the world of artificial intelligence (AI), reinforcement
learning (RL) offers a promising approach for automated gameplay
testing by enabling agents to learn policies through interaction with
the environment. Multi-Agent Reinforcement Learning (MARL)
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extends this paradigm by allowing multiple agents to explore envi-
ronments in parallel, potentially improving coverage and revealing
hidden faults. However, collaborative MARL introduces challenges
such as non-stationary dynamics, where the environment evolves
due to concurrent policy updates by other agents, partial observ-
ability, and credit assignment, which makes it difficult to attribute
collective outcomes to individual agent contributions. In coopera-
tive settings, it is often unclear how individual agents contribute to
collective outcomes, complicating reward design for exploration
[7].

Ferdous et al. [5] proposed cMarlTest, a collaborative MARL
framework for 3D game testing that employs two role-specialized
agents: an active agent responsible for interacting with the envi-
ronment and a passive agent tasked with exploration. Their work
demonstrates that cooperative exploration can improve testing
performance in the Lab Recruits environment. However, intrinsic
reward mechanisms based on curiosity or novelty may encourage
exploration that is not directly beneficial for improving decision-
making and can even lead to unnecessary exploration [2].

In this work, we investigate whether a Decision-Improvement
Value-of-Information (VoI) architecture can improve collaborative
testing performance by rewarding exploratory behavior based on
its contribution to the active agent’s action-value estimates, instead
of curiosity. Specifically, we consider a setting with an active RL
agent and a passive exploratory agent that shares observations but
does not directly alter the environment state. Our research question
is:

In a learning environment with an active reinforcement
learning agent and a passive exploratory agent, how
does a Decision-Improvement Value-of-Information ar-
chitecture impact coverage and exploration performance
compared to existing active-passive and single-agent
approaches?

2 Related Works
Lab Recruits1 (Figure 1) is a simplified 3D game environment de-
signed for testing AI agents. Players can control avatars to navigate
and interact with objects (e.g., switches and doors) to achieve a spec-
ified goal. The avatars can be controlled by AI agents for the purpose
of testing the game. The available actions are limited to movement
and object interaction, making the environment well-suited for
studying exploration, partial observability, and test coverage under
controlled dynamics.

Early work by Ferdous et al. [4] presented an RL-based approach
for automated testing of 3D games using Lab Recruits as the exper-
imental platform. Their method employs curiosity-driven intrinsic
rewards to encourage exploratory behavior and provides early
evidence that RL can be adopted to improve automated testing
coverage in 3D environments.

Fernandes et al. [6] explored intelligent agents endowed with
affective computing models in Lab Recruits for automating aspects
of user experience testing, suggesting that agent-based methods
can support richer forms of exploratory testing beyond purely
functional objectives.

1https://github.com/iv4xr-project/labrecruits

More recently, Ferdous et al. [5] introduced Curiosity Driven
Multi-agent Reinforcement Learning for 3D Game Testing, proposing
a two-agent architecturewith an active agent (environment-altering
actions) and a passive agent (exploratory sensing with observation
sharing). This design reduces Markov decision process (MDP) vio-
lations that would arise with multiple simultaneous active learners
(non-stationarity) while addressing partial observability by aug-
menting the active agent’s knowledge via communication.

Beyond Lab Recruits, Bergdahl et al. [1] examined how deep
reinforcement learning can complement scripted test mechanisms
in first-person shooter environments, using PPO to discover naviga-
tion failures, exploits, and stuck states. Sestini et al. [11] introduced
a curiosity-based deep reinforcement learning algorithm to perform
automatic analysis and detection of gameplay issues in complex 3D
navigation environments. In broader MARL research, Lowe et al.
[8] proposed deep deterministic policy gradient to stabilize training
under non-stationarity via centralized training with decentralized
execution. Prasetya et al. [9] argued that fully script-based auto-
mated game testing is not scalable and demonstrated the utility of
agent architectures for reactive, goal-driven testing.

Zhu et al. [13] surveyed multi-agent deep reinforcement learn-
ing with communication, highlighting design dimensions such
as communication goals, constraints, message types, and policies.
Communication is a natural lever for reducing partial observabil-
ity; however, deciding what to communicate and how to reward
communication remains an open challenge, especially in mixed
cooperative–competitive regimes.

Despite these advances, challenges related to exploration effi-
ciency, scalability, and agent contribution remain largely unex-
plored in automated game testing. In particular, existing collabora-
tive MARL approaches rely on intrinsic rewards such as curiosity,
which may encourage exploration that does not directly contribute
to improved decision-making in partially observable environments.
This motivates the need for exploration strategies that explicitly
account for the informational utility of shared observations, form-
ing the basis for the Decision-Improvement Value-of-Information
framework proposed in this work.

3 Methodology
We consider a two-agent system: an active agent trained with tab-
ular Q-learning that executes environment-altering actions, and a
passive agent that explores without directly changing the environ-
ment state. The passive agent shares observations with the active
agent, reducing partial observability inherent in the Lab Recruits
environment. Each agent makes decisions on its next actions based
on its own Q-values.

3.1 Decision-Aware Information Sharing (DAIS)
Rather than assigning intrinsic rewards to the passive agent based
on novelty or curiosity (as in [5]), we adopt a Decision-Improvement
Value-of-Information (VoI) framework that quantifies the utility of
shared observations in terms of their effect on the active agent’s
decision-making. DAIS rewards the passive agent for themeasurable
improvement it provides to the active agent’s decisions. Specifically,
the active agent maintains two distinct state representations. At
each timestep 𝑡 , the active agent maintains:
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• a baseline (local-only) state representation 𝑠−𝑡 , and
• an augmented state representation 𝑠+𝑡 that incorporates
shared passive observations.

Two corresponding Q-value functions are learned using tabular
Q-learning:

𝑄− (𝑠−, 𝑎) and 𝑄+ (𝑠+, 𝑎), (1)

where 𝑄− represents the expected return under local information
alone, and𝑄+ represents the expected return when augmented with
observations from the passive agent. They are trained with tabular
Q-learning with identical discounting and learning-rate schedules.

3.2 Decision-Improvement Value of
Information

VoImeasures howmuch additional information improves an agent’s
decision-making, rather than simply how novel that information is.
In contrast to curiosity-driven rewards, which prioritize exploration
of new or uncertain states, VoI evaluates whether new information
leads to better action selection. We define Decision-Improvement
VoI as the improvement in the active agent’s best achievable action-
value when using shared information:

VoI(𝑠𝑡 ) = max
𝑎∈A(𝑠+𝑡 )

𝑄+ (𝑠+𝑡 , 𝑎) − max
𝑎∈A(𝑠−𝑡 )

𝑄− (𝑠−𝑡 , 𝑎) . (2)

Here A(𝑠−𝑡 ) is the set of actions available given the baseline
state (without shared information) and A(𝑠+𝑡 ) is the set of actions
available given the augmented state (with additional information).

This quantity reflects the degree to which shared information
alters the optimal action available to the active agent. A positive VoI
indicates that the passive agent’s observations enable a higher-value
decision than would otherwise be possible under local information
alone.

The passive agent is assigned an intrinsic reward based on the
decision-improvement VoI. We clip to non-negative values to focus
on information that improves decisions:

𝑟
passive
𝑡 =max(0,VoI(𝑠𝑡 )). (3)

This formulation ensures that the passive agent is rewarded
only when its exploratory behavior produces observations that
demonstrably improve the active agent’s action-value estimates.
Consequently, the passive agent learns to prioritize regions of the
environment that influence downstream decision-making, rather
than exploring solely for novelty.

3.3 Learning Procedure
During training, the active agent selects actions using an 𝜖-greedy
policy derived from 𝑄+, reflecting the augmented state representa-
tion. After each transition, both Q-functions are updated using the
observed environment reward. The passive agent simultaneously
updates its policy using the VoI-based intrinsic reward. This dual-
update mechanism enables the system to learn both an effective
control policy and an information-seeking exploration policy with-
out violating the Markov Decision Process assumptions required
for stable tabular Q-learning [12].

By explicitly measuring the effect of shared observations on
action-value estimates, the proposed framework aligns exploratory

behavior with policy improvement, allowing the passive agent to
learn which information is relevant for achieving task objectives in
partially observable 3D environments.

Training proceeds in interleaved cycles:

(1) The active agent selects an action using an 𝜖-greedy policy
over 𝑄+ (𝑠+𝑡 , ·).

(2) The environment transitions and returns extrinsic reward
𝑟𝑡 .

(3) The passive agent explores and shares observations, produc-
ing 𝑠+𝑡+1.

(4) 𝑄+ is updated with the observed transition under augmented
state representations.

(5) 𝑄− is updated on the baseline stream when the executed
action is applicable under 𝑠− . If an action is only available in
the augmented state 𝑠+ (i.e., it depends on information not
present in the baseline state), the baseline update is skipped
for this step.

(6) The passive agent receives 𝑟passive𝑡 and updates its exploration
policy accordingly.

4 Experiments
This section outlines the experimental setup used to evaluate the
proposedDAIS architecture against existing reinforcement learning-
based testing approaches in the Lab Recruits environment.

All experiments were conducted using the Lab Recruits test-
ing environment, which provides a controlled setting in which
agents must navigate the environment and interact with in-game
objects such as switches and doors to achieve specified goals. The
experiments were performed on the map RandomLarge and its
two-agent version, RandomLarge-2Agents, which is a 136 by 100
map with a partially observable environment containing a number
of interactive elements and potential exploration paths. The exper-
iments were conducted on a Windows 10 desktop machine with
Intel Core i5-9600KF 3.7GHz CPU and 32GB RAM. The agents were
not pre-trained prior to the experiment.

4.1 Configurations
We evaluate three configurations:

(1) Single-Agent RL (Baseline): a tabular Q-learning agent
using only local observations (as in [5]).

(2) Active–PassiveMARL: a two-agent architecture consisting
of an active agent that interacts with the environment and a
passive agent that performs exploratory sensing and shares
observations, following the approach proposed in Ferdous
et al. [5].

(3) Decision-Aware Information Sharing (DAIS): our pro-
posed active–passive MARL architecture in which the pas-
sive agent is rewarded based on the Decision-Improvement
Value-of-Information (VoI) contributed to the active agent’s
action-value estimates.

All three configurations use a consistent set of parameter values,
as noted in Table 1.
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Table 1: Parameter Values

Parameter Value

Num. Agents 1 (Single-Agent), 2 (Active-Passive)
Num. Episodes 20
Actions per Episode 30
Cycles per Action 60
Initial 𝜖-value 0.5
Learning Rate 0.25
Discount (𝛾 ) 0.6

Table 2: Results Comparison.

Method Total Coverage Avg Time (min)

Single-Agent RL 20% 3.76
Active–Passive MARL 57.1% 4.33
DAIS (Proposed) 81.4% 4.24

Figure 2: Spatial visitation heatmap for the single-agent base-
line on RandomLarge.

4.2 Evaluations
The performance of each configuration was evaluated using the
following metrics:

• Coverage: proportion of entity states or interaction-relevant
conditions explored.

• Execution Time: average training time per episode.
• Spatial Exploration: visitation heatmaps representing the
visitation frequency of agent trajectories across the map.

Preliminary results indicate that the collaborative Active–Passive
MARL architecture greatly improves environment coverage com-
pared to the single-agent baseline, consistent with findings re-
ported in Ferdous et al. [5]. Importantly, the proposed DAIS ar-
chitecture demonstrates improved coverage relative to the standard
Active–Passive configuration (Table 2). Time-wise, there was not a
notable difference between the methods.

Figure 3: Spatial visitation heatmap for active–passive MARL
on RandomLarge-2Agents.

Figure 4: Spatial visitation heatmap for DAIS (VoI-guided)
MARL on RandomLarge-2Agents.

Figures 2 to 4 show the heatmaps illustrating the spatial explo-
ration patterns achieved under each approach and provide a quali-
tative comparison of testing effectiveness. The darker the color the
less explored the area.

To answer the research question, the results provide some indi-
cations that the proposed architecture improves both coverage and
exploration performance compared to single-agent and standard
active–passive approaches. While the active–passive setup already
enhances exploration by mitigating partial observability, VoI re-
fines this process by rewarding only information that improves the
active agent’s decision-making. As a result, exploration becomes
more targeted and efficient, avoiding redundant states and focus-
ing on areas that influence action selection. VoI provides a clearer
credit assignment mechanism by linking the passive agent’s reward
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to improvements in the active agent’s Q-values. To confirm these
results for other setups, further experimentation is required.

5 Limitations
Despite the promising preliminary results of the proposed DAIS
approach, several limitations remain.

The current implementation relies on tabular Q-learning, which
does not scale well to large or continuous state spaces.While Lab Re-
cruits provides a controlled environment, more complex 3D games
with high-dimensional observations (e.g., raw pixels or large maps)
would require function approximation methods such as deep rein-
forcement learning. As a result, the generalizability of the approach
to modern large-scale games remains limited.

The approach assumes a restricted two-agent architecture (one
active and one passive agent). While this design helps mitigate
non-stationarity and preserves stability, it does not fully explore
more general multi-agent settings. Scaling to multiple active agents
or mixed cooperative–competitive configurations may introduce
significant instability, and it remains unclear how DAIS would
perform under such conditions.

The evaluation is currently limited to a single environment (Lab
Recruits) and a single map. Although this environment is used
in prior work, it represents a simplified abstraction of real-world
3D games. Additional experiments across diverse maps and game
genres are required to validate robustness and external validity.

6 Conclusions
In this work, we introduced a Decision-Aware Information Sharing
(DAIS) architecture for collaborative multi-agent reinforcement
learning in automated 3D game testing. By structuring exploration
around Decision-Improvement Value-of-Information (VoI), the pro-
posed approach rewards exploratory behavior based on its measur-
able impact on downstream decision-making rather than novelty
or curiosity alone. Preliminary experimental results in the Lab Re-
cruits environment indicate that while collaborative Active–Passive
agents improve coverage over single-agent baselines, as previously
shown by Ferdous et al. (2025), the proposed DAIS framework fur-
ther enhances exploration effectiveness by aligning information
sharing with policy improvement.

As modern games increasingly adopt open-world designs and ris-
ing gameplay complexity, the time and expertise required for man-
ual testing are expected to grow substantially. Automated testing
frameworks that can efficiently explore large, partially observable
environments will therefore become critical for ensuring software
reliability while reducing development costs. In this context, the
DAIS architecture represents a promising step toward scalable,
information-driven automated testing in complex game environ-
ments.

A broader impact of this work lies in the development of a repro-
ducible, open-source framework for reinforcement learning-based
game testing, enabling future research in automated quality as-
surance for interactive systems. Moreover, the proposed approach
opens new avenues for applying multi-agent reinforcement learn-
ing to related problems such as dynamic difficulty adaptation and
adaptive content testing in evolving environments.

Future work will focus on further evaluation of the proposed
approach on a larger variety of maps, as well as extending the
framework to partially competitive multi-agent settings, investi-
gating communication policies for selective information sharing,
and evaluating scalability as the number of active agents increases.
Additional studies may also explore the integration of deep rein-
forcement learning methods to handle higher-dimensional state
spaces and further improve testing performance in large-scale 3D
environments.
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